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5.2 Pair RDD
5.3 XETE
5.4 HBES
5.5 Word Counti2FF &t
5.6 ZERHI

S;:)QFII(\Z

FRAEGES Spark A\ J82

ISR, EASUEAN P ARFIER

B TAFHFS

T BRAE L http://dblab.xmu.edu.cn/blog/spark/
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5.1 RDD¥wE

5.1.1 RDDA)) 2
5.1.2 RDD#:/E

513%7\196
5.1.4 77 [X

5.1.5 ¥TEHIJLE
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5.1.1 RDDfI|

5.1.1.1 M\ R G A insk 2 41 22 RDD
5.1.1.2 @i H1T78HEEG (FdH) 818 RDD
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5.1.1.1 NXHRZEFMMEHIECZRDD

Spark¥ HtextFile() /7 VR W\ U R e in# 24 61 2 RDD
ZINEE A FURWE N Z 4L, XNURIA] LLAE::

AL A R HALE

B e A3 A BOF R GtHDFS P ikl

B & Amazon S3[)HhHE 2k
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5.1.1.1 NXHRZEFMMEHIECZRDD

(1) AR 2 g Il

scala> val lines = sc.textFile("file:///usr/local/spark/mycode/rdd/word.txt")
lines: org.apache.spark.rdd.RDD[String] =

file://lusr/local/spark/mycode/rdd/word.txt MapPartitionsRDD[12] at textFile
at <console>:27

(2) WA o R Gt HDFS A i &Kl

scala> val lines = sc.textFile("nhdfs://localhost:9000/user/hadoop/word.txt")
scala> val lines = sc.textFile("/user/hadoop/word.txt")
scala> val lines = sc.textFile("word.txt")

(R B AL FE H R Spark) B TREH AN



n] LA H SparkContextffiparallelize /77%, fEDrivertf —AN A EINES
) FalE

scala>val array = Array(1,2,3,4,5)
array: Array[Int] = Array(1, 2, 3, 4, 5)
scala>val rdd = sc.parallelize(array)

rdd: org.apache.spark.rdd.RDDJ[Int] = ParallelCollectionRDD[13] at parallelize
at <console>:29

o, W LASIR P

scala>val list = List(1,2,3,4,5)

list: List[Int] = List(1, 2, 3, 4, 5)

scala>val rdd = sc.parallelize(list)

rdd: org.apache.spark.rdd.RDD[Int] = ParallelCollectionRDD[14] at
parallelize at <console>:29

CREHRE AL 2 R Spark)



5.1.2 RDDi®{E

5.1.2.1 B¥HEiE
5.1.2.2 {74k
5.1.2.3 /& HEHLH
5.1.2.4 S5
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5.1.2.1 #&#ade{E

S TRDDIM S, & IXKFEHHEEAH = EAFRKRDD,

R A R A

R F RDD A MR, WHEN, AR

Hogidsk VB, AR RAEREERTHE, AGiEs

?ﬁ%@ﬁ A mRAEHEL

RilRa; Pl

. HEATYDER R R R

@JL
Input
ol %?ﬁe

g5 M 25 ok AR P TT

@% B
Output

3
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H =
0P 5.1.2.1 FHiRig(E

TP — R W R EE (Transformation APD -

* filter(func): 9k i 2 R Efuncff o=, FFIR [ — N E 3
LR

* map(func): R ICRLE R K Efunct, IR SRR RN
— AT A

* flatMap(func): Smap()F1EL, 1B o E AR AT DAL 2
05 2 ™ H &

* groupByKey(): N AT (K,V)EAEX FIEAEERS, IR [Bl—A8
(K, Iterable) 2 =0 a4

* reduceByKey(func): N H T (K,V)8#AE X B E LR, IR [B]l—
K, VIIERR SRS, HP e ME 28 M key i 2|
R funcH i TR E
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H = — =
) 5.1.2.2 1TEh#RE

TTNRAE R E LR TH R AT . Sparkfs P IAT BT SR 1
I, A= PATEIERITESE,  AOSCHF s, 56— IR —
IREGHPRIE, 2%, SERATEIRIERS 245

A UL AT B0 E (Action APD

* count() IR IR EH BT RN

* collect() LA L R RIZ S H B T &=

*first() R [ HHEE PRI E DI R

* take(n) LA I 20k RIE S I ETnAS T &R

* reduce(func) 1S #func G SEIFR F—AME)D
EeddEETHITR

* foreach(func) 2 ¥E & IR e 3= %35 21 R Ffunc s 17
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5.1.2.2 &4 #LEl

X 2t — Ba) B AR SR AR Spark B 15 ML

scala> val lines = sc.textFile("data.txt")

scala> val lineLengt
scala> val totalLeng

hs = lines.map(s => s.length)
th = lineLengths.reduce((a, b) => a + b)

58 4TS Hreduce() 7 VAR — “OME” BRI EAE,
X, Biesflok BRI E

“iXH}, Spark=BitE R MMESFSEAF Bl E3R
17, BeblaseiriT BT 8 efmapfireduce, /A
o4 B 1% [ 45 Driver Program

CORHR A H R Spark)

BT TREHHLE



(1) sEfl1: —AKTHilter(V#HAF H) L5

scala> val lines = sc.textFile("file:///usr/local/spark/mycode/rdd/word.txt")
lines: org.apache.spark.rdd.RDD[String] =

file:///usr/local/spark/mycode/rdd/word.txt MapPartitionsRDD[16] at textFile at

<console>:27

scala> lines.filter(line => line.contains("Spark")).count()
resl: Long = 2 /X2 17& [5] 945

CORHR A H R Spark) JZ T TRE T HAHLA



5.1.2.3 2451

(2) SER2: FHSOARSOPEH BAT SOR BT &5 1 B 1a) B0 1 iR E

scala> val lines = sc.textFile("file:///usr/local/spark/mycode/rdd/word.txt")
scala> lines.map(line => line.split(" ").size).reduce((a,b) => if (a>b) a else b)

scala> val lines = sc.textFile("file:///usr/local/spark/mycode/rdd/word.txt")
lines: org.apache.spark.rdd.RDD[String] =
file:///usr/local/spark/mycode/rdd/word.txt MapPartitionsRDD[18] at textFile at
<console>:27

scala> lines.map(line => line.split(" "))

res8: org.apache.spark.rdd.RDDJ[Array[String]] = MapPartitionsRDD[19] at
map at <console>:30

scala> lines.map(line => line.split(" ").size)

res9: org.apache.spark.rdd.RDDJ[Int] = MapPartitionsRDD[20] at map at
<console>:30

scala> lines.map(line => line.split(" ").size).reduce((a,b) => if (a>b) a else b)
reslO: Int=5

CREHRE AL 2 R Spark)



5.1.3 A

fESpark', RODSEAIMPER MG, FEUGBIITHRIE, i ML
(P, SRR FIATENRAE, ARl — UM ITFIAR LS, 3o TR
BT, AR ARRNY, BefH 2 o 7 B Ul A P R — 4

N 2 Gt HE - S"RDDII

scala> val list = List("Hadoop","Spark","Hive")

list: List[String] = List(Hadoop, Spark, Hive)

scala> val rdd = sc.parallelize(list)

rdd: org.apache.spark.rdd.RDD[String] = ParallelCollectionRDD[22] at

parallelize at <console>:29

scala> printin(rdd.count()) // 7720#1F, A — K B IEM L EEHT T

3

scala> printin(rdd.collect().mkString(",")) // 77 z0#/F, MR — K E IEM L F/E
HIi1- 5

Hadoop,Spark,Hive
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5.1.3 A

] LB R AL (Z247) MLk e 3xXPh 28 2 1 S 45

o T1] U@Eﬁﬁpersust()?i/%ﬁ*/\RDD*Tlﬁ'ij%ﬁ\ﬁc

«Z FTLAUE “HRic N AAL” ﬁﬂjfﬁipersst() B4
J7s A /\%LfrﬁﬁzﬁzRDDJﬁE BERA, 15T

R —MTEER EA R B B HE UG, A aftirEes Rt
ITREAM

FF A G FIRD D 2 8% O B8 78 v 51 U1 A7 8% s T8I
1T A E R E A A
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X 17

W/ NP

= = =Pt ¢

&P 5.1.3FAL
QS/TASR“Q\

persist() 1 [&+ 5 & 1 EFF AN L N2
epersist(MEMORY_ONLY): F£x¥ERDDYEN 7714k X
ZAFETIVMA, TR ANFEA L, BUEFZBLRU R N &
ZEAF A
-persisttMEMORY_AND _DISK) % /=¥ RDD1E AN 7 514k,
PIXT RAEEAEIVMA, RN R, BB X
FETRAERE A I

'_‘ﬂ§ﬁﬁ§’ ﬁﬁﬁcaChe()ﬁ?fHﬂL, %ﬁ%ﬂ%
persist(MEMORY _ONLY)

1] L FHunpersist() 77 12 F 2 0 Ff A IFIRDD M 2247 H
2 4cS
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5.1.3 A

scala> val list = List("Hadoop","Spark","Hive")

list: List[String] = List(Hadoop, Spark, Hive)

scala> val rdd = sc.parallelize(list)

rdd: org.apache.spark.rdd.RDD[String] = ParallelCollectionRDD[22] at
parallelize at <console>:29

scala> rdd.cache() // £ 7i7/HpersisttMEMORY _ONLY), /&, i&FajH 172
HH, HPLLZEFAA, B dd RG] E A

scala> printin(rdd.count()) // & —A 177z 1F, Mk — K EIEM L ZENT T
BTG ZH# 77 L ETHrdd.cache(), #7&1Ndd 228 17 4

3

scala> printin(rdd.collect().mkString(",")) /| 5 = A7 51281, A2 A ML
PIEHTITE, H w2 EH R e L 47 4 fordd
Hadoop,Spark,Hive
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RDDsE# 70 A P55, EHRDDIRK, S iR %
)3

X, I AR A R Lk
NHAESRIX? (L) BNOHTE (2 A dEITHE

e




AL A AR A, EE RO AR KHY, DR i) s

A LLER 3 52D 1 W 28 A% Jan ] LA K s T 2R B . B BAXY
RDD# AT 77 X 8 H 52 kb W 2845 5 AR DY LA /= R e
{ORiE=14

o AH B AR 2 IRAE 18 QN IE R IX Ph 5 T 8 A HAE Th A8 R
X A=A, HRDD R FEIIHR—IK, HUxH L2
170 X Ab

e Mspark 7y X R B /EA . cogroup(). groupWith().
join()~ leftOuterdoin(). rightOuterJoin(). groupByKey().
reduceByKey(). combineByKey() A A&lookup()
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RDD73 X ) —A 43 X JE U2 4577 X AU & 55 TR I CPURZ G
(core) % H

ST ANF B Sparkif B0 5 (AL, StandalonefZzl. YARNZ
o~ Mesostiz) , #n] LLE L 1% B spark.default.parallelismix > 244

PE, RECERANRI D XEH, — &IN5 :

AR BRUCAARHILERIICPUSH, #71E T local[N], U ER A AN

*Apache Mesos: FRIAI 7 X H N8

*StandalonezlYARN: 7& “&HH G CPUZ LB H S A “2° %
H HUECORAEAE A EGAME

W FBh B 5 X :

(1) f)& RDD i fEif 1] textFile A parallelize J7 =K% F-5h1E €
I IXANERER AT, 1EER R sc.textFile(path, partitionNum)

(2) BT HEAEIS 3% RDD i BB repartition 75y Ri ]
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repartition ) /i 2

scala> var rdd2 = data.repartition(1)

rdd2: org.apache.spark.rdd.RDD[String] = MapPartitionsRDD[11] at
repartition at :23

scala> rdd2.partitions.size
res4: Int=1

scala> var rdd2 = data.repartition(4)

rdd2: org.apache.spark.rdd.RDDJ[String] = MapPartitionsRDD[15] at
repartition at :23

scala> rdd2.partitions.size
ress: Int =4

CREHRE AL 2 R Spark)



scala>val array = Array(1,2,3,4,5)

array: Array[Int] = Array(1, 2, 3, 4, 5)

scala>val rdd = sc.parallelize(array,2) # & & 271~ 71X

rdd: org.apache.spark.rdd.RDDJ[Int] = ParallelCollectionRDD[13] at parallelize
at <console>:29

it Tparallelize 5, WARKAETVEATIEE DX, NWEA N

spark.default.parallelism

Xf TtextFilem 5, WIRKAMEITIEFIRE »XE, WEAN
min(defaultParallelism,2), ', defaultParallelism 12
spark.default.parallelism

Gn 2R 2 MHDFSH BT, W43 XEO SO B (e tn, 128MB/ )

(K HCR AT R A Spark) R



SEfl: BiEkey(ERBRE —MNEIF, 5RA

B4
10’5 A\ E|part-00000
115 A 2lpart-00001

195 A\ Epart-00009

CRHRE A H R Spark)

IR ENREE R

]SO



import org.apache.spark.{Partitioner, SparkContext, SparkConf}
I8 € X5y X3, 7 dkAPartitionerZ
class UsridPartitioner(numParts:Int) extends Partitioner{

1178 15 77 X Y

override def numPartitions: Int = numParts

1178 1 77 X 5 3R B ek 3

override def getPartition(key: Any): Int = {

key.toString.tolnt%10

}

}
object Test {

def main(args: Array[String]) {
val conf=new SparkConf()
val sc=new SparkContext(conf)
AU 73 X 3
val data=sc.parallelize(1 to 10,5)
IR 5 ¥ A2 N0 70 X, 735 B104 3
data.map((_,1)).partitionBy(new UsridPartitioner(10)).saveAsTextFile("/chenm/partition")
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D 5.154TENT=x

C i
N
i TAS k“e

AESCIRZAE T, & F EICRDDH I uERTT N B b (hrdk
i stdout) , — 4K HiEf)rdd.foreach(printin) 2t
rdd.map(printin)

KA (local) EHML EHATH, KEETHA)SATEDH —4
RODHHIFTA TR . Hig, ZRAEBARASATH, fEworker v & L
PATHT ENEA) 2 % H Bllworker 3 S stdout, 11 AN A& fn H BIAE 5544 )
79 s Driver Programt, [, {F554% i 7 s{Driver Program 7 i
stdout/E N2 T R FT B I A1) B IX Lo HY N 251

<A T eI AT A worker 15 55 _E I FT B S B 2R 2| Driver
Program, ®]LU# Hcollect() /7%, i,
rdd.collect().foreach(println), {E &, HFcollect()/77E&HELA
worker 3 5 _E K5 RDDJT 2 #REL 2 Driver Programt, [, iX
AIRE FEN AR . B, HR R FFESTEIRDD I #EE 3 Ju &R sy, A]
LLoK F1E ) rdd.take(100).foreach(printin)
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5.2 Pair RDD

(T

5.2.1 Pair RDD¥j )72

5.2.2 ‘& FH ¥ Pair RDD # 45 AE
5.2.3 —NEE S
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5.2.1 Pair RDDAJ B! 3

(T

(1) F—elETN: AP inE
AT PR 2 5005 sWEI & Pair RDD, e —Ff 3 2207 202 ff Fl map () B Ok SE L

scala> val lines = sc.textFile("file:///usr/local/spark/mycode/pairrdd/word.txt")
lines: org.apache.spark.rdd.RDD[String] =
file:///usr/local/spark/mycode/pairrdd/word.txt MapPartitionsRDD[1] at
textFile at <console>:27

scala> val pairRDD = lines.flatMap(line => line.split(" ")).map(word =>
(word,1))

pairRDD: org.apache.spark.rdd.RDD[(String, Int)] = MapPartitionsRDD[3] at
map at <console>:29

scala> pairRDD.foreach(printin)

(,1)

(love,l)

(hadoop,1)

CREHRE AL 2 R Spark)



5.2.1 Pair RDDAJ B! 3

(T

(2) FMAEFTR: BEHTEES (F4E) SI12RDD

scala> val list = List("Hadoop","Spark","Hive","Spark")
list: List[String] = List(Hadoop, Spark, Hive, Spark)

scala> val rdd = sc.parallelize(list)
rdd: org.apache.spark.rdd.RDD[String] = ParallelCollectionRDDJ[11] at
parallelize at <console>:29

scala> val pairRDD = rdd.map(word => (word,1))

pairRDD: org.apache.spark.rdd.RDD[(String, Int)] = MapPartitionsRDD[12] at
map at <console>:31

scala> pairRDD.foreach(printin)
(Hadoop,1)

(Spark,1)

(Hive,1)

(Spark,1)

CR B A BEH R Spark)



5.2.2 2R iPair RDDiE#1{E

‘reduceByKey(func)
‘groupByKey()
‘keys

*values
*sortByKey()
mapValues(func)
*join
combineByKey

CRHRE A H R Spark) IR ENREE R



5.2.2 2R iPair RDDiE#1{E

sreduceByKey(func)
reduceByKey(func)JTh e, ¥ FHfuncef #& IF B A A [F) 88 1 1E

(Hadoop,1)
(Spark,1)
(Hive,1)
(Spark,1)

scala> pairRDD.reduceByKey((a,b)=>a+b).foreach(printin)
(Spark,?2)

(Hive,1)
(Hadoop,1)

(K HCR AT R A Spark) IR LR 2



5.2.2 2R iPair RDDiE#1{E

groupByKey()
groupByKey() I ThEE R, Xt B A A [F) 8 i fE 3E 17 47 4

b, S PUANEAE X ("spark”, 1) ("spark”,2). (“hadoop",3)#1("hadoop",5),
X HgroupByKey() 55345 5K 2. ("spark”,(1,2))F1("hadoop”,(3,5))

(Hadoop,1)
(Spark,1)
(Hive,1)
(Spark,1)

scala> pairRDD.groupByKey()

resl5: org.apache.spark.rdd.RDDI[(String, Iterable[Int])] = ShuffledRDD[15]
at groupByKey at <console>:34

CRE s b #E 4 R Spark ) B TR AR &



5.2.2 2R iPair RDDiE#1{E

reduceByKeyRlgroupByKey i X 5]

reduceByKeyH T Xt key Xt M ) 2 M valuei fTmerge
BelE, mEEMEERWAAMIE TmergetfE, JEH
mergefE i DL B2 E 2 X

groupByKeytH j& X & key i T HAE, B R AR —A
sequence, groupByKeyA 5 AREHE XRE, 7FEIGH
groupByKey’E RDD, %A 54 #ex ItRDDE I mapitiT
H & M R E AR

CORHR A H R Spark) IR ENREE R



By Pair RDD4L ek

reduceByKeyHlgroupByKey KX 7]

scala> val words = Array("one", "two", "two", "three", "three", "three")
scala> val wordPairsRDD = sc.parallelize(words).map(word => (word, 1))
scala> val wordCountsWithReduce = wordPairsRDD.reduceByKey(_ + )

scala>
val wordCountsWithGroup = wordPairsRDD.groupByKey().map(t => (t._1, t. 2.sum))

1175 2] wordCountsWithReduce fliwordCountsWithGroup /& 52 4= —
FERT, HZ, B8 MW &N B2 AR
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5.2.2 2R iPair RDDiE#1{E

(1) 4K HreduceByKeyft, Sparkm] AEREAN 2>
a2 B A e 5 — N key4s &

ReduceByKey

(a, 1)
(a, 1) (a, 1)
(a, 1) (a, 1) (a, 1) a, 2) (a, 1) (a, 3)
b, 1) (b, 1) b, 1) (b, 2) b, 1) (b, 3)
(b, 1) (b, 1)
(b, 1)

Nl >
(a, 1)

(b,
(a, 2)—* (a, 6) (b,
(@ 3) (b

CRHRE A H R Spark) IR ENREE R
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5.2.2 2R iPair RDDiE#1{E

(2) XK HgroupByKeyhf, HT &A%, SparkA
e S B A BB 4 (key-value pain)##25h, XFEHI G 532
SERET AL A AR R, S EUE R IER

GroupByKey

(a, 1)
(a, 1) (a, 1)
(a, 1) (a, 1) (a, 1)
(b, 1) (b, 1) (b, 1)
(b, 1) (b, 1)
(b, 1)
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5.2.2 2R iPair RDDiE#1{E

‘keys
keys R 2 Pair RDDH Hikeyik [5]FE p— 4> 5 HIRDD

(Hadoop,1)
(Spark,1)
(Hive,1)
(Spark,1)

scala> pairRDD.keys

resl7: org.apache.spark.rdd.RDD[String] = MapPartitionsRDD[17] at keys
at <console>:34

scala> pairRDD.keys.foreach(printin)

Hadoop

Spark

Hive
Spark

(R PR AL TR R Spark) B TR



5.2.2 2R iPair RDDiE#1{E

svalues
values H 2= Pair RDDH [fjvalueik [FJE B — N # IRDD.

(Hadoop,1)
(Spark,1)
(Hive,1)
(Spark,1)

scala> pairRDD.values
resQ: org.apache.spark.rdd.RDDJ[Int] = MapPartitionsRDD[2] at values at
<console>:34

scala> pairRDD.values.foreach(printin)
1

1
1
1

(R PR AL TR R Spark) B TR



5.2.2 2R iPair RDDiE#1{E

*sortByKey()
sortByKey() ) B e & 1R [Fl — /MR P8 8 HEF FIRDD

(Hadoop,1)
(Spark,1)
(Hive,1)
(Spark,1)

scala> pairRDD.sortByKey()

resO: org.apache.spark.rdd.RDDI[(String, Int)] = ShuffledRDDI[2] at
sortByKey at <console>:34

scala> pairRDD.sortByKey().foreach(printin)

(Hadoop,1)

(Hive,1)

(Spark,1)
(Spark,1)

CREHRE AL 2 R Spark)



5.2.2 2R iPair RDDiE#1{E

sortByKey()FsortBy()

scala>val d1 =
sc.parallelize(Array((“c",8),(“b“,25),(“c“,17),(“a",42),(“"b"“,4),(“d“,9),(“e“,17),(“c”
2),("1,29),(°g",21),("b",9)))

scala> d1.reduceByKey( + ).sortByKey(false).collect

res2: Array[(String, Int)] = Array((g,21),(f,29),(e,17),(d,9),(c,27),(b,38),(a,42))

scala>val d2 =
sc.parallelize(Array((“c",8),(“b“,25),(“c“,17),(“a",42),(“b",4),(“d“,9),(“e“,17),(“c”
2),("1,29),("9",21),(°0",9)))

scala> d2.reduceByKey(_+ ).sortBy( . 2,false).collect

res4: Array[(String, Int)] = Array((a,42),(b,38),(f,29),(c,27),(g,21),(e,17),(d,9))

CREHRE AL 2 R Spark)



5.2.2 2R iPair RDDiE#1{E

*mapValues(func)

Xt E X RDDH B valued M — ek 8, (Hog, key ek 424k

(Hadoop,1)
(Spark,1)
(Hive,1)
(Spark,1)

scala> pairRDD.mapValues(x => x+1)

res2: org.apache.spark.rdd.RDDI[(String, Int)] = MapPartitionsRDD[4] at
mapValues at <console>:34

scala> pairRDD.mapValues(x => x+1).foreach(printin)

(Hadoop,2)

(Spark,?2)

(Hive,2)
(Spark,2)

(R PR AL TR R Spark) B TR



BPair RDD3E ek

joingiRm NIERE . X1 WIERE, W4 e M ASIEEKVL)AIKV2), Jf
TEPANHUR 45 R ERAFAE M key A S Y, B3 28— N (K, (VL,V2)) B FI B £E

scala> val pairRDD1 = sc.parallelize(Array(("spark”,1),("spark”,2),("hadoop”,3),("hadoop",5)))
pairRDD1: org.apache.spark.rdd.RDDI[(String, Int)] = ParallelCollectionRDD[24] at parallelize at
<console>:27

scala> val pairRDD2 = sc.parallelize(Array(("spark”,"fast")))
pairRDD2: org.apache.spark.rdd.RDD[(String, String)] = ParallelCollectionRDD[25] at parallelize at
<console>:27

scala> pairRDD1.join(pairRDD2)
res9: org.apache.spark.rdd.RDDI[(String, (Int, String))] = MapPartitionsRDD|[28] at join at <console>:32

scala> pairRDD1.join(pairRDD2).foreach(printin)
(spark,(1,fast))
(spark,(2,fast))

CREHRE AL 2 R Spark)



5.2.2 2R iPair RDDiE#1{E

combineByKey
combineByKey(createCombiner,mergeValue,mergeCombiners,partitioner
,mapSideCombine)

createCombiner: 7E 55— UGB B Key i 61 @ 41 A 2 0%, B RDDEHEEF IV
RAMEFICHRME (V=>C)

(x:Int) => (List(x),1)
\') C

mergeValue: SIHERZEL, FHIUGBZAEFFIKeyR, ¥ createCombinerf#C
FAUE SR IRAENIVERE A FH R —NCHEAEE (CV) =>C

(peo : (List[String],Int), x : String) => (List[String],Int)

C V C

mergeCombiners: & J3FH G AR, KCREERME I — NCRIE

partitioner: A MEHE XK X K%, Bl EHashPartitioner
mapSideCombine: &7 7Emapiiid T Combinef/E, BR i\ Atrue

CRHRE A H R Spark) IR ENREE R



1

5.2.2 2R iPair RDDiE#1{E

I FE LIl B € X Spark & IF 7 5. 4 S EEE,

B R EXN B <aw], N>, KA 1)
BRI, PRAFAEAS I ST A

ft7~: ] HiEHsc.parallelizeft WA H A s, FREA

ACIPS LI&)\HT e = A IXHHTRA, R HHE=0 X

Jﬁﬁ/m\%ﬁ HFEH 4 5RDD combineByKey i 1 1 i = =A%
AGIES
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5.2.2 2R iPair RDDiE#1{E

iImport org.apache.spark.SparkContext
Import org.apache.spark.SparkConf
object Combine {
def main(args: Array[String]) {
val conf = new SparkConf().setAppName("Combine").setMaster(“local”)
val sc = new SparkContext(conf)
val data = sc.parallelize(Array(("company-1",92),("company-
1",85),("company-1",82),("company-2",78),("company-2",96),("company-
2",85),("company-3",88),("company-3",94),("company-3",80)),3)
val res = data.combineByKey(
(income) => (income,1),
( acc:(Int,Int), income ) => (acc._l+income, acc._2+1),
( accl:(Int,Int), acc2:(Int,Int) ) => (accl. 1+acc2. 1, accl. 2+acc2. 2)
).map{ case (key, value) => (key, value. 1, value. 1/value._2.toFloat) }
res.repartition(l).saveAsTextFile("./result")

}
}

CORHR A H R Spark) IR ENREE R



5.2.2 2R iPair RDDiE#1{E

— A

BH. 455 —dHBEN("spark”,2),("hadoop”,6),("hadoop”,4),("spark”,6), FE{H
XTEI’Jkeyi%TlEIJI%%%, valueR R E B E, 1 THE AN N B A1ME,
Wt T E A E BRI E .

scala> val rdd =
sc.parallelize(Array(("spark”,2),("hadoop"”,6),("hadoop”,4),("spark",6)))

rdd: org.apache.spark.rdd.RDD[(String, Int)] = ParallelCollectionRDD[38] at
parallelize at <console>:27

scala> rdd.mapValues(x => (x,1)).reduceByKey((x,y) => (X._1+y. 1,x. 2 +
y. 2)).mapValues(x => (x._1/x._2)).collect()
res22: Array[(String, Int)] = Array((spark,4), (hadoop,5))

(R PR AL TR R Spark) B TR



Spark 1~ E 5 2 RDDATH: 2 Ar &

Y SparkEEHM Z DANE T R 2 MESS LI ITEIT—
R, ESEREPW BN E, EFMES LA
R — AN EIAS

fH &, K, FEAZMMELZRILEARTE, BHEE TS
(Task) FELF5#I15 A (Driver Program) 2 [R]3LZEAF &
NIRRT KR, Sparkieflt PSRRI AT R AR
= (broadcast variables) Fl1Z&n#s (accumulators)

o T HEAT E HORIEAR AL A W RN 2 R TR E

« ZNES N SZ KA AR W A2 AT 2 nit & Cbbanih&
B SR A
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[ HERR

/" }&7r 5 (broadcast variables) T FEFH KN RERA
Mles P A — D R s, mAL NN BRI ESHR
R AN EIAR

Sparkif] “178h” HAESEBE N B (stage) , X T&
M BN BT BT S = B AL 8E, Spark#li< B sl
T+

CRHRE A H R Spark) IR ENREE R



JHRRE

A] LLid i i F SparkContext.broadcast(v) 3 )\ — AN @ Ax B v i) g — A
AR, XA BRI EA BV — /MU RE RS, @A Hvalue ik
ST DR XAN T R EME, BRI

scala> val broadcastVar = sc.broadcast(Array(1, 2, 3))

broadcastVar: org.apache.spark.broadcast.Broadcast[Array[Int]] =
Broadcast(0)

scala> broadcastVar.value
resO: Array[Int] = Array(1, 2, 3)

XA ER AR LS, I ATEERE MBI R, BNz )R =
broadcastVarfJ{e, MAREHVIE, XFERASHEVEE Kk FIX A S5 E

AN, —HITRBRAAEAE ), HETEVIERA R R EBS, NnEITE
1 RERIRAT XA HE AR == AR [F

(K HCR AT R A Spark) R



iImport org.apache.spark.SparkConf
import org.apache.spark.SparkContext
object BroadCastValue {
def main(args:Array[String]):Unit={
val conf=new SparkConf().setAppName("BroadCastValuel").setMaster("local[1]")
13 B SparkContext
val sc=new SparkContext(conf)
BT HE AL &
val broads=sc.broadcast(3) /25 & A] DL & = 25 Ay
118 — DK List
val lists=List(1,2,3,4,5)
I1EE¥~rdd (GGRAT40)
val listRDD=sc.parallelize(lists)
[Imap#/E &=
val results=listRDD.map(x=>x*broads.value)
1138 [ 45 3
results.foreach(x => printin(“The result is: "+x))
sc.stop




R4

« ZNES AU A OCERAE BN AR &=, 18 H AT DAR F SR s
It $088 (counter) AISRAN (sum) . SparkJiA: # =7 #
HAE (numeric) B EInes, FBFH KN AT LG 55 5
F L Fr

— MNEVEMP R INEE, AT LUE I IE A
SparkContext.longAccumulator() & #
SparkContext.doubleAccumulator()R A& . zfTEERE T
WAL, Fn] DT FHadd g ke 5E 2 in 2 2y -, =
e, IXEES H e ZInEe/E, AR R masmmE, A
HAESEHT A (Driver Program) 1] LUf# Fvalue J5 3k
BEE 2N i
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— MRS, N 1 R ISR — N B T R AT SR

scala> val accum = sc.longAccumulator("My Accumulator")

accum: org.apache.spark.util.LongAccumulator = LongAccumulator(id: 0, name:
Some(My Accumulator), value: 0)

scala> sc.parallelize(Array(1, 2, 3, 4)).foreach(x => accum.add(x))

scala> accum.value

resl: Long = 10

(R B AL FE H R Spark) B TRE R



5.4 XS

5.4.1 &R 1ES
5.4.2 £EHBase##&

CRHRE A H R Spark) B TR ENRE &R



5.4.1 XHHEIEE

5.4.1.1 AT RFE IR S
5.4.1.2 7040 XA RGHDFSHI#dE 32 5
5.4.1.3 JISONX A # RS
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5.4.1.1 A HRGRHHEIEES

scala> val textFile =
sc.textFile("file:///usr/local/spark/mycode/wordcount/word.txt")

PAT R A e, AR EEIRER, By, Sparkck AL

scala> textFile.first()

IR ySparkck A 7SR, FEPAT R R RGN, BIEERATIA A 1 5%
115 5), spark-shellth Ay EARAT, M2SeRHAT “43h” KRBAEA 5
ENEAERITHSR, I “Fede” BAREA PRI B ok, Han:

val textFile = sc.textFile("file:///usr/local/spark/mycode/wordcount/word123.txt")

FHEBAVER T MRS Fword123.txt, #4T BRI, spark-shell
AN IRES, B, BHBER “173)7 REWfirst)ilE a7, XAMEEERN
AN HIEPATH

(K HCR AT R A Spark) IR LR 2



5.4.1.1 KX R GRIAIEIES

fEtextFile2s &= H i N & IR 5 8] 2] 53—~ AR SCHwordback. txtH ;

scala> val textFile =
sc.textFile("file:///usr/local/spark/mycode/wordcount/word.txt")

scala>
textFile.saveAsTextFile("file:///usr/local/spark/mycode/wordcount/writeback.txt")

$ cd /usr/local/spark/mycode/wordcount/writeback.txt/
$ls

part-00000
_SUCCESS

IR AR - AEEEE N ERDD 1, R 28 fwriteback. txtiX A~ H = BIAJ, 41

scala> val textFile =
sc.textFile("file:///usr/local/spark/mycode/wordcount/writeback.txt")

CREHRE AL 2 R Spark)



5.41.2 B H A X G RGHDFSHEAEIERS

scala> val textFile = sc.textFile("hdfs://localhost:9000/user/hadoop/word.txt")
scala> textFile.first()

NN =R TR R AR ST Y -

scala> val textFile = sc.textFile("hdfs://localhost:9000/user/hadoop/word.txt")
scala> val textFile = sc.textFile("/user/hadoop/word.txt")
scala> val textFile = sc.textFile("word.txt")

fEtextFile i N & 5 [ FIHDFS XX R Gi v -

scala> val textFile = sc.textFile("word.txt")

scala> textFile.saveAsTextFile("writeback.txt")

(R PR AL TR R Spark) B TR



5.4.1.3 ISONX BRI EIFEILE

«JSON(JavaScript Object Notation) #&—Fh#2 & 2% 1K) B ds 28 kg 2
Spark#Z 4t T —ANISONFEGIEHE LA, FIAE

“lusr/local/spark/examples/src/main/resources/people.json”+

{"name":"Michael"}
{"name":"Andy", "age":30}

{"name":"Justin", "age":19}

oA H S04 22 48 R ) people.jsonSC 4 N # FRDD A :

scala> val jsonStr =
sc.textFile("file:///usr/local/spark/examples/src/main/resources/people.json")
jsonStr: org.apache.spark.rdd.RDD[String] =
file://lusr/local/spark/examples/src/main/resources/people.json
MapPartitionsRDD[3] at textFile at <console>:28

scala> jsonStr.foreach(printin)
{"name":"Michael"}
{"name":"Andy", "age":30}
{"name";"Justin", "age":19}

CREHRE AL 2 R Spark)



5.4.1.3 JISONXHRIHIE LS

1%: GBEFTERNTISONEIE HENT T/

*Scalart 5 —~H i ) ISONJE
scala.util.parsing.json.JSON, #] LLSZEL T ISONEHE 1 i br

«JSON.parseFull(jsonString:String) e&i %, LA—1ISONFZARF
FAE N FEREAT A, SR AT B R R — A
Some(map: Map[String, Any]), w15 f#EHT 2 )3z [7INone

CORHR A H R Spark) IR ENREE R



5.4.1.3 JISONXHRIEIBIES

ftestjson.scalafCHES 34 H I A LU N4

import org.apache.spark.SparkContext
import org.apache.spark.SparkContext.
Import org.apache.spark.SparkConf
import scala.util.parsing.json.JSON
object JSONApp {
def main(args: Array[String]) {
val inputFile = “file:///usr/local/spark/examples/src/main/resources/people.json"
val conf = new SparkConf().setAppName("JSONApp")
val sc = new SparkContext(conf)
val jsonStrs = sc.textFile(inputFile)
val result = jsonStrs.map(s => JSON.parseFull(s))
result.foreach( {r => r match {
case Some(map: Map[String, Any]) => printin(map)
case None => println("Parsing failed")
case other => printin("Unknown data structure: " + other)

CRE s b #E 4 R Spark ) B TR AR R



5.4.1.3 JISONXHRIEIBIES

REEEA DR AT B JARES
iEid spark-submit iIZ47 2

$ /usr/local/spark/bin/spark-submit --class "JSONApp”

$ /usr/local/spark/mycode/json/target/scala-2.11/json-project_2.11-1.0.jar

AT JE R B B B R R s S S 3B N &5

Map(name -> Michael)
Map(name -> Andy, age -> 30.0)
Map(name -> Justin, age -> 19.0)

CORHR A H R Spark) IR ENREE R



5.4.2 1 5HBase#{iE

5.4.2.1 HBasef 4
5.4.2.2 4@ — 7 HBase®

5.4.2.3 fit & Spark

5.4.2.4 %57

e L HBase 5O

5.4.2.5 45’57

CRHRE A H R Spark)

L [rHBase 5 N H#E

IR ENREE R



- HBasejZGoogle BigTable] 1 sz

HadoopE T R Gt
ETLIT E BIfk#& RDBMS

Pig Hive Sqoop
o MapReduce
N o
@ <
< HB >
= ase <
o
N

HDES
(Hadoop Distributed File System)

K HadoopE# & 4iFHBase 5 HAR #7012 &

CRHRE A H R Spark)
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5.4.2.1 HBaseE T

HBase/& M. LR . HFF MM, XikRmZR e 1T,
BTG A BR e RIS [ EEK

o BMEE D REWERRI TR, oA B
« HPERPEEGE, ST A AT AE S 2 1)
o RAKVPITRBE -DEE S DIRE R, —MHRT A e SRS

A, TRl AN B R B T A A A

SURSCRF SIS e, AT UAREAN A I — N8k Ek s, e e e X

HIRIECER LU RAY, Firag S U745 B JE Ui, T W B E AT AT

PG EERULEES IR

 HBase AT EHTERAIER, FEAMIEREGE IHHIRCA, MLl —4
HHICA, IHA BRI ARE (X RAMHDFS R L VFE A L2

BERESREV EPSIND
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5.4.2.1 HBaseE T

%. HBaseXH#KALHE, £hiT
FFVE R BRI N TS5 i
17: S PHBaseXASH A TAT4H R, &

AMTHATE (row key) KAriR, VIR ER T
Jlif: —HBaseRWAHULRIFL T Inf6.

ﬁ A Eé%ﬂ%%%{;%ly) (DESE ISR name major email
FIRRERT: A B s 18 1 51 BR e A7 201505001 | LuoMin | Math | luo@qg.com
(BA1D SKRERL ATHE—-201505002 | Liu Jun W ﬁu@qq.com
HooH: fEHBase®H, HIdAT. JIIR N oo1505003 < —

FER B FFf e — 4~ “Houkg”  Ccell

Xlef Y}u/ Math l'ﬂ!

IR b L A e R CT T S C AT
, AN T byte]

I TR) R BEAS H IO AR ORAEE [F)— 1 5K
%g%%mx,ﬁgmﬁﬁﬁﬁm&ﬁ
TR

BILHS tsh/ts2
ZE U B 2B [E) Eits 1/ ts2
BB 1R B — AN B A

ts1=1174184619081 ts2=1174184620720
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5.4.2.1 HBaseE T

« HBased FEMRIEATE . P, IR & KA A ECR A e — AN Bk, Bk
, ATDAAR A —AS “DU4iAetn” , BR[ATEE, 2%, ZIRRERT, I AR

o (]
[“201505003”, “Info”, “email”, 1174184619081] “xie@qg.com”
[201505003”, “Info”, “email”, 1174184620720] “you@163.com”
A1 R 72 17 FI %
Infé
hame maijor email

201505001 | Luo Min Math |luo@qg.com
P

ﬁ%%<~»201505002 Liu Jun /I\W liu@qq.com
~a i Jg
201505003 | Xie You I Math | [iedegcom |
L WA

% TS 2 B 1E] #its 1 fts2
BB BB Y — S R A
ts1=1174184619081 ts2=1174184620720

CORHR A H R Spark) IR ENREE R



R HBaseuh LA A

i}
788 | 18] | FliEcontents %[ jzanchor
59
t5 anchor:cnnsi.com="CNN”
t4 anchor:my.look.ca="CNN.com"
contents:html="<
(1} t3 11}
com.cnn html>...
Www* contents:html="<
t2 1]
html>...
i1 contents:html="<

html>..."

CRHRE A H R Spark)
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5.4.2.1 HBaseE T

Z%4-5 HBaseZ i i) ) #A% K

% iBkcontents
7 gle Sl contents

t3 contents:html="<html>..."

"com.cnn.www" t2 contents:html="<html>..."

t1 contents:html="<html>..."
#l|jzanchor

T Hg;‘l %l #&anchor

. . t5 anchor:cnnsi.com="CNN”
com.cnn.www
t4 | anchor:my.look.ca="CNN.com"

CRHRE A H R Spark) IR ENREE R



5.4.2.2 6l —/"HBase3x

B, WZSIRETREEEF SR = A e iHBase ) 248 (Py A AR -
http://dblab.xmu.edu.cn/blog/install-hbase/

KuHBase & 7 i A, FEWHAHDFS, Frbl, EEEXm+PMmA T
il 7 2> JA ))Hadoop:

$ cd /usr/local/hadoop
% ./sbin/start-all.sh

FHEL A LA 3hHBase, AUl R

$ cd /usr/local/hbase
¢ ./bin/start-hbase.sh //EZHBase
$ ./bin/hbase shell //JEZhhbase shell

WEARBEH &R DA ystudent )R, TEHEH 0T fr MR

hbase> disable 'student’
hbase> drop 'student’

CORHR A H R Spark) IR ENREE R



hbase>»

hbase>»
hbase>
hbase>

hbase>»
hbase>
hbase>

1 | Xuegian | F
2 | weiliang | M

create 'student’,’

*student’, '1°
*student’, 1"
"*student’, "1’

*student’, 2"
*student’, 2"
"*student’, "2’

CORHR A H R Spark)

:name "’ , ‘Xuegian®
;gender’, 'F"
rage', 23

:name’ , ‘Weiliang’
;gender’, 'M"
rage', 24’

IR ENREE R



5.4.2.3 B & Spark

TEHBaseEI’Jllb H 3N —SjarsC 444 U B Spark 7, X L #0  gn F i 75 2 5|
ANjartd, 7528 Njar X 4s: B hbase Sk ijar 4. guava-
12.0.1.jar. htrace-core-3.1.0-incubating.jarflprotobuf-java-2.5.0.jar

HATUI T 74

$ cd /usr/local/spark/jars

$ mkdir hbase

$ cd hbase

$ cp /usr/local/hbase/lib/hbase*.jar ./

$ cp /usr/local/hbase/lib/guava-12.0.1.jar ./

$ cp /usr/local/hbase/lib/htrace-core-3.1.0-incubating.jar ./
$ cp /usr/local/hbase/lib/protobuf-java-2.5.0.jar ./

(R B AL FE H R Spark) B TRE R



5.4.2.4 ‘/mEFZFi1EZEIHBase# 1

R E L SparkistEXHBase, i EL4 A SparkContext {1 1]
newAPIHadoopRDDIX AP ] A 25 ARDD R E 4k 2| Spark 7 .

import org.apache.hadoop.conf.Configuration

import org.apache.hadoop.hbase.

import org.apache.hadoop.hbase.client._

import org.apache.hadoop.hbase.mapreduce.TablelnputFormat
import org.apache.hadoop.hbase.util.Bytes

import org.apache.spark.SparkContext

import org.apache.spark.SparkContext.

import org.apache.spark.SparkConf

1138 = ACHS W, —
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5.4.2.4 ‘R EZFIEZEHBase##F

7£ SparkOperateHBase.scala>. {4t A LL AR .

object SparkOperateHBase {
def main(args: Array[String]) {
val conf = HBaseConfiguration.create()
val sc = new SparkContext(new SparkConf())
115 B W R 4
conf.set(TablelnputFormat.INPUT_TABLE, "student")
val stuRDD = sc.newAPIHadoopRDD(conf, classOf[TablelnputFormat],
classOf[org.apache.hadoop.hbase.io.ImmutableBytesWritable],
classOf[org.apache.hadoop.hbase.client.Result])
val count = stuRDD.count()
printin("Students RDD Count:" + count)
stuRDD.cache()
138 3 %
stuRDD.foreach({ case (_,result) =>
val key = Bytes.toString(result.getRow)
val name = Bytes.toString(result.getValue("info".getBytes,"name".getBytes))
val gender = Bytes.toString(result.getValue("info".getBytes,"gender".getBytes))
val age = Bytes.toString(result.getValue("info".getBytes,"age".getBytes))
printin("Row key:"+key+" Name:"+name+" Gender:"+gender+" Age:"+age)

(R B AL FE H R Spark) I TRF I ENREER



5.4.2.4 ‘/mEFZFi1EZEIHBase# 1

fEsimple.sbt 13 A T T 25 :

name = "Simple Project"

version :="1.0"

scalaVersion :="2.11.8"

libraryDependencies += "org.apache.spark" %% "spark-core" % "2.1.0"
libraryDependencies += "org.apache.hbase" % "hbase-client" % "1.1.5"
libraryDependencies += "org.apache.hbase" % "hbase-common" % "1.1.5"
libraryDependencies += "org.apache.hbase" % "hbase-server" % "1.1.5"

K HisbtfT 1, @i spark-submit iZ1TFE

$ /usr/local/spark/bin/spark-submit --driver-class-path
/usr/local/spark/jars/hbase/*:/usr/local/hbase/conf --class

"SparkOperateHBase" /usr/local/spark/mycode/hbase/target/scala-
2.11/simple-project_2.11-1.0.jar

WAL “--driver-class-path”Z 445 € (K FJAREL M 4%, 1 HoA 20t
“/usr/local/hbase/conf 2 N 1] % 1%

(R PR AL TR R Spark) B TR



5.4.2.4 ‘/mEFZFi1EZEIHBase# 1

PATJE1F 200 T 45 2R -

Students RDD Count:2
Row key:1 Name:Xuegian Gender:F Age:23
Row key:2 Name:Weiliang Gender:M Age:24

CRHRE A H R Spark) IR ENREE R



5.4.2.5 ‘R EFfEFBHBase 5 AN #1E

£ SparkWriteHBase.scala XX /4 F 4 A\ R A

Import org.apache.hadoop.hbase.HBaseConfiguration

import org.apache.hadoop.hbase.mapreduce.TableOutputFormat
import org.apache.spark.

import org.apache.hadoop.mapreduce.Job

Import org.apache.hadoop.hbase.io.ImmutableBytesWritable
import org.apache.hadoop.hbase.client.Result

Import org.apache.hadoop.hbase.client.Put

import org.apache.hadoop.hbase.util.Bytes

1138 ARG IR —
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5.4.2.5 ‘R EFfEFBHBase 5 AN #1E

£ SparkWriteHBase.scala X /4 F 4 A\ K AR

object SparkWriteHBase {
def main(args: Array[String]): Unit = {

}

}

val sparkConf = new SparkConf().setAppName("SparkWriteHBase").setMaster("local")

val sc = new SparkContext(sparkConf)

val tablename = "student"

sc.hadoopConfiguration.set(TableOutputFormat. OUTPUT _TABLE, tablename)

val job = new Job(sc.hadoopConfiguration)

job.setOutputKeyClass(classOf[ImmutableBytesWritable])

job.setOutputValueClass(classOf[Result])

job.setOutputFormatClass(classOf[ TableOutputFormat[ImmutableBytesWritable]])

val indataRDD = sc.makeRDD(Array("3,Rongcheng,M,26","4,Guanhua,M,27")) //#) & 47 id 35

val rdd = indataRDD.map(_.split(',")).map{arr=>{
val put = new Put(Bytes.toBytes(arr(0))) /47 {& K{&
put.add(Bytes.toBytes("info"),Bytes.toBytes("name"),Bytes.toBytes(arr(1))) //info:name? [{j{&
put.add(Bytes.toBytes("info"),Bytes.toBytes("gender"),Bytes.toBytes(arr(2))) //info:gender (1A
put.add(Bytes.toBytes("info"),Bytes.toBytes("age"),Bytes.toBytes(arr(3).tolnt)) //info:age?!| H{H
(new ImmutableBytesWritable, put)

1
rdd.saveAsNewAPIHadoopDataset(job.getConfiguration())

CRZR A B H R Spark) JB | TR LR



5.4.2.5 ‘R EFfEFBHBase 5 AN #1E

$ /usr/local/spark/bin/spark-submit --driver-class-path
/usr/local/spark/jars/hbase/*:/usr/local/hbase/conf --class
"SparkWriteHBase" /usr/local/spark/mycode/hbase/target/scala-
2.11/simple-project_2.11-1.0.jar

hbase> scan 'student

Py,

P ARMPMOWWWNNNR R R

ow

COLUMN+CELL
column=info:age, timestamp=1479640712163, value=23
column=info:gender, timestamp=1479640704522, value=F
column=info:name, timestamp=1479640696132, value=Xueqgian
column=info:age, timestamp=1479640752474, value=24
column=info:gender, timestamp=1479640745276, value=M
column=info:name, timestamp=1479640732763, value=Weiliang
column=info:age, timestamp=1479643273142, value=\x00\x00\xO0\x1A
column=info:gender, timestamp=1479643273142, value=M
column=info:name, timestamp=1479643273142, value=Rongcheng
column=info:age, timestamp=1479643273142, value=\x00\x00\x00\x1B
column=info:gender, timestamp=1479643273142, value=M
column=info:name, timestamp=1479643273142, value=Guanhua

row(s) in 0.3240 seconds
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5.5 WordCountf2F #&%h

5.5.1 WordCountfe/Fia /7 5 #
5.5.2 ifidWordCount¥ fifSpark 5 HDFSZH.&-fif F Ji #E
5.5.3 fitT 0 B X CPUZELZ AR &R
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5.5.1 WordCounti2Fiz1T7/ETE

scala> val textFile =
sc.textFile("file:///usr/local/spark/mycode/wordcount/word.txt")

scala> val wordCount = textFile.flatMap(line => line.split(" ")).map(word =>
(word, 1)).reduceByKey((a, b) =>a + b)

scala> wordCount.collect()

scala> wordCount.foreach(printin)
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5.6.1 251 : SkTOP{&

(E55HEA
orderid,userid,payment,productid

filel.txt file2.txt
1,1768,50,155 100,4287,226,233
2,1218, 600,211 101,6562,489,124
3,2239,788,242 102,1124,33,17
4,3101,28,599 103,3267,159,179
5,4899,290,129 104,4569,57,125
6,3110,54,1201 105,1438,37,116

7,4436,259,877
8,2369,7890,27

sk Top N“>payment{d
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5.6.1 251 : SkTOP{&

iImport org.apache.spark.{SparkConf, SparkContext}
object TopValue {
def main(args: Array[String]): Unit = {
val conf = new SparkConf().setAppName(“TopValue®).setMaster("local®)
val sc = new SparkContext(conf)
sc.setLoglLevel("ERROR")
val lines = sc.textFile("hdfs://localhost:9000//user/hadoop/spark/chapter5/*”,2)
var num = 0;
val result = lines.filter(line => (line.trim().length > 0) && (line.split(",").length == 4))
map(_.split(",")(2))
.map(x => (x.tolnt,""))
.sortByKey(false)
.map(x => x._1).take(5)
foreach(x =>{
num = num + 1
printin(num + "\t" + x)

})
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=2 : kg KE&/IME

5 | KHS M HPEENRK. &/IME

filel.txt file2.txt
129 5
54 329
167 14
324 4567
111 2186
54 457
26 35
697 267
4856
3418
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5.6.2 &2 : kg Kex/IME

import org.apache.spark.{SparkConf, SparkContext}
object MaxAndMin {
def main(args: Array[String]): Unit = {
val conf = new SparkConf().setAppName(“MaxAndMin®).setMaster("local")
val sc = new SparkContext(conf)
sc.setLoglLevel("ERROR")
val lines = sc.textFile("hdfs://localhost:9000//user/hadoop/spark/chapter5/*", 2)

R ARARES I — T
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2Z12 : ke Ke/IME

val result = lines.filter(_.trim().length>0).map(line =>
("key" line.trim.tolnt)).groupByKey().map(x => {
var min = Integer. MAX_VALUE
var max = Integer.MIN_VALUE
for(num <- x._2){
if(num>max){
max = num
}
if(num<min){
min = num
}
}
(max,min)
D.collect.foreach(x => {
printin("max\t"+x._1)
printin("min\t"+x._2)

)
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5.6.3 2513 : STHHERR

A, S
EEARNHE, A 1% L1

PPN — AR BRI SO AR 3R AL,

HEATHERE IS, 41— 3ROSR, 4 2 4
MO TR, SR 3 5
5N B, 5 RO B .
e % 5
‘ 5 16
A

6 25
filel.txt file2.txt file3.txt 2 a3

33 4 1
37 16 45 8 3
12 39 25 o 3
40 . 10 40
11 45

CRHRE A H R Spark) IR ENREE R



5.6.3 2513 : STHHERR

import org.apache.spark.SparkContext
Import org.apache.spark.SparkContext.
Import org.apache.spark.SparkConf
Import org.apache.spark.HashPartitioner
object MySort {
def main(args: Array[String]) {

val conf = new SparkConf().setAppName("MySort")

val sc = new SparkContext(conf)

val dataFile = "file:///usr/local/spark/mycode/rdd/data"

val data = sc.textFile(dataFile,3)

var index =0

val result =
data.filter(_.trim().length>0).map(n=>(n.trim.tolnt,"")).partitionBy(new
HashPartitioner(1)).sortByKey().map(t => {

index +=1
(index,t. 1)
)

res.saveAsTextFile("result")
}

}
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EFERK:
XA E S R filel.txtfras) , ENEEERITHEY, HeiRIER
1A B PP HE R, A REB 1A EE A S, MIAR I 25 281 2 4 P e

oy N SCAEfile L.txt a5 R
5 3 8 3
1 6 5 6
4 9 5 3
8 3 4 9
4 7 4 7
5 6 3 2
3 2 1 6
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5.6.4 Z4: —xHF

A, BRI SEI A IR

* i —4. B OrderedfliSerializabled# 1 =28 H & X HEF Hikey

* B TP BELIAT O B S Rk A pli<key,value>ZE R [JRDD
* 55 =0 i HsortByKeyZ: T H & X HIKey#tAT — X HE 7

* D REEHT Key, A R EHET IS5 R
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Zfla: ZxHEFF

secondarySortKey.scalafti%un T -

package cn.edu.xmu.spark
class SecondarySortKey(val first:Int,val second:Int) extends Ordered
[SecondarySortKey] with Serializable {
def compare(other:SecondarySortKey):Int = {

If (this.first - other.first 1=0) {

this.first - other.first
} else {
this.second - other.second

}
}

Y 4 T B
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5.6.4 Z2Hl4: —xHEFE

secondarySortApp.scalafCrgan T

package cn.edu.xmu.spark
import org.apache.spark.SparkConf
import org.apache.spark.SparkContext
object SecondarySortApp {
def main(args:Array[String]){
val conf = new
SparkConf().setAppName("SecondarySortApp!“).setMaster("local®)
val sc = new SparkContext(conf)
val lines = sc.textFile(“file:///usr/local/spark/mycode/rdd/file1.txt", 1)
val pairWithSortKey = lines.map(line=>(new SecondarySortKey(line.split("
")(0).tolnt, line.split(" ")(1).toInt),line))
val sorted = pairWithSortKey.sortByKey(false)
val sortedResult = sorted.map(sortedLine =>sortedLine._2)
sortedResult.collect().foreach (printin)

}
}
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5. FERIR(E

SR EIEESEAE —F A RO, T %k
/2. http: //grouplens org/datasets/movielens/, %z
LA =, 435 Zratings.dat. sers.dat.
movies.dat, BARSHA] [ README.txt. i gmfE sk
i ﬁiii%i%ratings.dat%ﬂmovies.datﬂﬁ/l\iﬁi?%'éuiziéj
3040 AR, RAMETRSEZ: ml-1m
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IR

movies.dat ratings.dat
MovielD::Title::Genres UserlD::MovielD::Rating:: Timestamp

1::Toy Story (1995)::Animation|Children's|Comedy 1:1193::5::978300760
2::Jumanji (1995)::Adventure|Children's|Fantasy 1:661::3::978302109
3::Grumpier Old Men (1995)::Comedy|Romance 1:914::3::978301968
4::Waiting to Exhale (1995)::Comedy|Drama 1:3408::4::978300275
5::Father of the Bride Part Il (1995)::Comedy 1:2355::5::978824291
6::Heat (1995)::Action|Crime|Thriller 1:1197::3::978302268
7::Sabrina (1995)::Comedy|Romance 1:1287::5::978302039
8::Tom and Huck (1995)::Adventure|Children's 1:2804::5::978300719
9::Sudden Death (1995)::Action ::594::4::978302268
10::GoldenEye (1995)::Action|Adventure|Thriller 1:919::4::978301368
1:595::5::978824268
1:938::14::978301752
1:2398::4::978302281
1:2918::4::978302124
::1035::5::978301753
1:2791::4::978302188
1:2687::3::978824268

ST
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=615 EERE

import org.apache.spark.__
import SparkContext.
object SparkJoin {
def main(args: Array[String]) {
if (args.length =3
printin("usage is WordCount <rating> <movie> <output>")
return
}
val conf = new SparkConf().setAppName("SparkJoin").setMaster("local")
val sc = new SparkContext(conf)
I/l Read rating from HDFS file
val textFile = sc.textFile(args(0))

R AARHS IR — T
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5.6.5 Zf5: FEERE

/llextract (movieid, rating)
val rating = textFile.map(line => {
val fileds = line.split("::")
(fileds(1).tolnt, fileds(2).toDouble)
1)
//get (movieid,ave_rating)
val movieScores = rating
.groupByKey()
.map(data => {
val avg = data._2.sum / data._2.size
(data. 1, avg)

})

R AARHS IR — T
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UserID::MovielD::Rating:: Timestamp

::1193::5::978300760
11661::3::978302109
::914::3::978301968
::3408::4::978300275
::2355::5::978824291
::1197::3::978302268
::1287::5::978302039
::2804::5::978300719
::594::4::978302268
::919::4::978301368
::595::5::978824268
::938::4::978301752
::2398::4::978302281
::2918::4::978302124
::1035::5::978301753
::2791::4::978302188
::2687::3::978824268
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=615 EERE

I/ Read movie from HDFS file
val movies = sc.textFile(args(1)) MovielD::Title::Genres
val movieskey = movies.map(line => { :Toy Story (1995)::Animation|C
val fileds = line.split("::") ::Jumanji (1995)::Adventure|Ch
(fileds(0).toInt, fileds(1)) //(MovielD,MovieName) :Grumpier Old Men (1995)::Col

_ ::Waiting to Exhale (1995)::Corn
})-keyBy(tup =>tup._1) ::Father of the Bride Part 1l (199

1

2

3

4

5

6::Heat (1995)::Action|Crime|Thr
7::Sabrina (1995)::Comedy|Rom:
8::Tom and Huck (1995)::Advent
9::Sudden Death (1995)::Action
10::GoldenEye (1995)::Action|Ad

/l by join, we get <movie, averageRating, movieName>
val result = movieScores

keyBy(tup =>tup._1)

Join(movieskey)

fiter(f=>1. 2. 1. 2>4.0)

map(f=>(f._1,f. 2. 1. 2,1 2. 2. 2))

result.saveAsTextFile(args(3))

}
}
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